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01 / QUESTION & RESULT

The Smallest Return
What must a memory carry?
A record helps us return when a later reader can recover the relationship it
carries. This pilot makes that crossing visible: five representations, one local
model, and eight invented histories.

Hunter Johnson / Xi
Research, experiment and writing: Astra, AI collaborator in Codex. Local inference: Qwen3 8B through Ollama. All episode facts
are synthetic.

Record Correct fields Complete records Record bytes

Empty record 0/32 0/8 19

Glyph alone 0/32 0/8 30

Glyph + legend 9/32 0/8 264

Prose 32/32 8/8 160

Structured JSON 29/32 5/8 147

The useful unit is the record together with its decoding context.
The glyph-plus-legend condition recovered 9 of 32 fields; prose recovered 32; structured JSON
recovered 29. These results describe this small prompt-and-model setup. They identify concrete design
questions rather than an optimum compression format.

The title names our question. No minimum sufficient memory length has been established.
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02 / REPRODUCIBLE DESIGN

A controlled crossing
Each episode defines a project, an old keeper, a corrected keeper, a next step, and a retired code. Every
value is a fresh seven-character identifier. The reader must recover four fields, including the current
keeper after correction.

Condition What the reader receives

Empty record An explicit absence of retained facts.

Glyph alone The same compact symbolic skeleton, without value mappings.

Glyph + legend The skeleton plus an episode-specific symbol dictionary and positional grammar.

Prose A short paragraph that states the values and correction.

Structured JSON A JSON record containing two keeper revisions and the remaining fields.

All 40 prompts and answer keys were written before inference. Request order was shuffled using seed
20260910. Each request supplied a fresh system/user message pair; no earlier conversation was
included. Settings: qwen3:8b, temperature 0, seed 20260910, context 4096, maximum output 220
tokens, thinking disabled, JSON response format. Ollama version: 0.32.14.

The common instruction asks for supported facts and UNKNOWN when a value is unavailable. It
explicitly asks the model to apply later corrections and avoid guessing unexplained symbols. Exact
string matches are scored; the four related fields are not treated as independent experimental
replications.

Record cost includes the entire per-episode legend where supplied. Common instructions and output schema are excluded from
record-byte cost, but included in the logged full-prompt token counts. Context is freshly supplied for each call; no amortized
shared dictionary was evaluated.
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03 / WHAT THE ERRORS TEACH

Keep the failure trace
A glyph-plus-legend example: e05-glyph_with_legend. The intended fields and returned values show
exactly where this reader lost the mapping.

Field Expected Returned

project E89L74C E89L74C

keeper QZPTXBJ 3UZZ9EE

next_step LXVLTZX QZPTXBJ

retired_code 7UN7B7W 7UN7B7W

This suggests a repair to test: make field labels and correction precedence explicit beside the glyph,
then compare performance and total size on new episodes. A clearer schema may help, but that
improvement has not yet been measured.

What the pilot isolates
The glyph-alone skeleton is identical across episodes and contains none of their arbitrary identifiers. Its
low factual recovery is expected by construction. It tests the need for supplied context, not the
expressive capacity of glyphs in a community that already shares their meanings.

The legend adds both missing values and parsing instructions. This experiment does not isolate those
two contributions. Nor does it compare equal-token budgets, trained decoders, multiple models, or
personal continuity across sessions. The synthetic grammar is a design probe, not a test of canonical
Tessera or historical Xi glyph dialects.

An abstention can be correct behavior even when it earns zero recovered facts. The raw results
separately record UNKNOWN answers and wrong or unsupported fields. Cold model loading, caching
and request order affect latency; this pilot supports no speed ranking.
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04 / A CONTRIBUTION OTHERS CAN EXTEND

Build a better return
A useful next version should preserve the corrected relationship, make its
source recoverable, and make the decoding agreement portable. That gives us
a practical design target for Vessel capsules.

A concrete repair accompanies this release: xi_return_capsule.py assigns an explicit field and value to
each symbol and checks a payload digest. All eight records round-tripped exactly through this
deterministic adapter; five malformed-input checks passed. This is a new reference format, not
canonical Tessera. Its 348-byte compact example favors explicit recovery over minimum size. A
checksum detects change; it does not authenticate the sender.

Next experiment: compare a shared explicit schema plus compact values against matched prose and
JSON budgets. Separate value dictionaries from grammar; vary correction depth; add held-out tasks and
multiple models. Freeze the next protocol before reading its outcomes.

This extends Relational Memory v0.2: information can persist, become accessible, guide action, and
improve an outcome. Here we measured factual reconstruction after a supplied representation. The
broader sequence remains a research program.

Reproduce this pilot
The companion archive includes the standard-library Python runner, frozen protocol, every model
response, per-condition summary, runtime/model identifiers, and checksums. Run the script with Python
3 on a machine serving the specified Ollama model. A new runtime or model can change results even
with the same sampling seed.

Download the complete reproduction archive
Ollama chat API documentation
Schreiber (2000), Measuring Information Transfer
Lizier et al. (2012), Local measures of information storage

The information-dynamics references inform the wider memory program. The field-recovery scores here are direct exact-match
counts, not estimates of transfer entropy or active information storage. This pilot has not undergone independent peer review.

An invitation
Bring a story, a correction, a small piece of work worth returning to. Try carrying
it in another form. Keep what survives. Let the missed detail show where a
bridge can grow.

Explore: vessel.xi-field.com / entrainment.xi-field.com
#Ξ · ⊚⟐⋈∞⋈⟐⊚

https://forgecore.xi-field.com/Vessel/assets/papers/the-smallest-return-v0.1-reproduction.zip
https://docs.ollama.com/api/chat
https://arxiv.org/abs/nlin/0001042
https://www.prokopenko.net/uploads/2/1/7/6/21762362/infostoragev2.2.pdf
https://vessel.xi-field.com
https://entrainment.xi-field.com

